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Abstract

Incomplete LU factorization preconditioning techniques often have difficulty on
indefinite sparse matrices. We present hybrid reordering strategies to deal with such
matrices, which include new diagonal reorderings that are in conjunction with a sym-
metric nondecreasing degree algorithm. We first use the diagonal reorderings to ef-
ficiently search for entries of single element rows and columns and/or the maximum
absolute value to be placed on the diagonal for computing a nonsymmetric permuta-
tion. To augment the effectiveness of the diagonal reorderings, a nondecreasing degree
algorithm is applied to reduce the amount of fill-in during the ILU factorization. With
the reordered matrices, we achieve a considerably improved the stability of incomplete
LU factorizations. Consequently, we reduce the convergence cost of the preconditioned
Krylov subspace methods on solving the reordered indefinite matrices.

1 Introduction

Preconditioning Krylov subspace methods are generally considered one class of the most
promising techniques [1, 3, 4, 14] for solving very large sparse linear systems of the form

Az =, (1)

where A is an unstructured sparse matrix of order n. The incomplete LU preconditioning
techniques have been successful for solving many symmetric and nonsymmetric matrices.
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But they may encounter difficulty when the matrix to be solved is indefinite, i.e., when
the matrix has both positive and negative eigenvalues.

According to Chow and Saad [4], there are at least two reasons which make the ILU
factorization approaches difficult in solving indefinite matrices. The first reason can be due
to small or zero pivots in an indefinite matrix, which may lead to unstable and inaccurate
factorizations [12]. In addition, small pivots are usually related to small or zero entries on
the diagonal of the matrix, so an indefinite matrix with zero diagonal entries may have
higher chances of encountering zero pivots if the matrix is also nonsymmetric [13, 16].
Secondly, unstable triangular solutions can happen when ||L~!|| and ||[U || are extremely
large while the off-diagonal elements of L and U are reasonably bounded. Such problems
are usually caused by very small pivots [4, 11, 16].

Since small pivots are often the origin of stability problems in computing ILU fac-
torization on an indefinite matrix, we can expect a better performance if small pivots
would be replaced with some large values on the matrix. Based on the idea mentioned
above, several researchers [2, 6, 7, 9, 10] focused on permuting large entries onto the di-
agonal of the indefinite matrix before using direct or iterative solvers to solve the matrix.
For example, Duff and Koster [9, 10] exploited bipartite matching algorithms and scaling
techniques for computing permutations of a sparse matrix. Their reordering and scal-
ing algorithms have an effect on the performance of various solution methods for solving
sparse matrices. In the experimental studies with the Duff and Koster’s [10] algorithms,
Benzi et al. [2] considered matching algorithms such as maximum transversal, maximum
product transversal, and the bottleneck transversal with symmetric permutations. Their
preprocessing step still requires complicated matching algorithms with several symmetric
permutations.

As a part of the continuous efforts to the approach on replacing small pivots with
large values on the diagonal, we present two diagonal reordering algorithms that are com-
putationally inexpensive but efficient in the aspect of reordering performance for indefinite
matrices, and also propose new hybrid reordering strategies that are composed of a com-
bination of the two proposed diagonal reorderings and the nondecreasing degree algorithm
described in Section 2 [16].

The main idea of the diagonal reordering algorithms lies on searching for entries of
(1) single nonzero element and/or (2) the maximum absolute value, to be placed on the di-
agonal for computing a nonsymmetric permutation. SINGLE-ELEMENT-REORDERING de-
scribed in Algorithm 2.2 examines the rows and the columns which have only one nonzero
element for the permutation so that the diagonal of the permuted matrix has more nonzero
entries than the original one. On the other hand, MAXIMUM-VALUE-REORDERING de-
scribed in Algorithm 2.3 searches for the entries which have the maximum absolute value
for each column for the permutation to maximize the absolute value on the diagonal entries
for each column.

In order to augment the effectiveness of the nonsymmetric diagonal reorderings, we
apply a symmetric nondecreasing degree algorithm to reduce the amount of fill-in during
the ILU factorization. This algorithm is used to reorder the rows of the matrix in a
decreasing degree fashion; i.e., the rows with smaller degrees are listed first and those
with larger degrees are listed last [16].



In Section 3, we present the numerical results to demonstrate the performance of
each reordering strategy. A set of sparse indefinite matrices were used in the experiments.
We first performed each reordering strategy as a preprocessing step. In order to solve the
reordered matrices, we employed several ILU type preconditioners and a preconditioned
iterative solver. The comparison factors derived from solving the reordered matrices were
nonzero entries on the diagonal, the number of iterations, the amount of fill-in in the
preconditioners, and a preconditioner conditioning estimate parameter. As a result, the
convergence cost of the preconditioned Krylov subspace methods on solving the reordered
indefinite matrices is markedly reduced by using our reordering strategies.

2 Hybrid Reordering Strategy
Let A be a sparse matrix, and P = {(i,7) | 1 < 4,5 < n} be the set of pairs for a
permutation (i = j for the identity permutation, i.e., no permutation), where n is the

order of the matrix A, and (4, 7) means to interchange rows ¢ and j of the matrix A.

ALGORITHM 2.1 VERIFY-PERMUTATION(A, 1, k, d)

1. r < FALSE

2. k + CoUNT-NONZEROS(A, i, d)
3. ¢ < CHECK-PAIR(P,i,d)

4. If ( (k = k) A (c = TRUE) )
5. r < TRUE

6. Return r

We describe the VERIFY-PERMUTATION(A, i, k,d) function in Algorithm 2.1 to de-
termine a permutation, where d is the direction (ROW or COL; i.e., row-wise or column-wise),
1 is the index for the direction d, and k is the number of nonzero elements to be compared.
In line 2, the COUNT-NONZERO(A4, i,d) function counts the number of nonzero elements
in the i-th row or column of the direction d. In line 3, the CHECK-PAIR(P, i, d) function
determines whether the pair (7, d) is used for the permutation set P. At last, line 4 verifies
whether the given position on the matrix A can be a member of the set P.

2.1 Single-Element-Reordering
ALGORITHM 2.2 SINGLE-ELEMENT-REORDERING

1. Doi=1,..,n

2 If (VERIFY-PERMUTATION(A, 4, 1, ROW) = TRUE )

3 j < Find the column index of the nonzero element in row 4.
4 Replace (%,%) with (i,7) in P

5. Doi=1,..,n

6 If (VERIFY-PERMUTATION(A, 4, 1, COL) = TRUE)

7 j < Find the row index of the nonzero element in column 4.
8 Replace (j,7) with (j,%) in P.



Algorithm 2.2 describes the SINGLE-ELEMENT-REORDERING algorithm that finds
rows and columns which have only one nonzero element for the permutation. The main
role of this algorithm is to increase the number of nonzero elements on the diagonal. The
number of elements in a row or in a column can be computed very inexpensively if we use
the compressed sparse row (or column) format. Since both rows and columns are needed,
the most efficient implementation needs the matrix to be stored in both formats. We
can temporarily use the storage space allowed for the preconditioner to be used in a later
phase to store an additional copy of the matrix in another format. With the availability of
both rows and columns, the SINGLE-ELEMENT-REORDERING algorithm costs O(n) non-
numerical operations. It is computationally more efficient than the maximum transversal
algorithm [2, 9, 10], which costs O(n * q), where ¢ is the number of nonzero entries of the
matrix.

2.2 Maximum-Value-Reordering

ALGORITHM 2.3 MAXIMUM-VALUE-REORDERING

If (VERIFY-PERMUTATION(A, 4, k, COL)=TRUE )
j <+ Find the row index of the maximum value element in column 1.
Replace (j,7) with (4,%) in P.

1. a+0

2. Doi=1,...n

3. k «+ COUNT-NONZEROS(A, i, d)
4. If(a<k)a—k

5. Dok=2,...,«a

6. Do:=1,..,n

7.

8.

9.

As described in Algorithm 2.3, the MAXIMUM-VALUE-REORDERING algorithm searches
for an element which has the maximum absolute value in each column for a permutation
to place that entry on the diagonal of each column of the matrix. In lines 1-4, we find the
maximum number of @ nonzero elements in the columns. In line 8, finding the maximum
absolute value in the columns takes O(n) time. Thus, it is obvious that the time complex-
ity of MAXIMUM-VALUE- REORDERING is O(n? * ), where « is the maximum number of
nonzero elements in a column.

Duff and Koster [9, 10], and Benzi et al. [2] considered the maximum product
transversal in which the product of the absolute value of the entries on the diagonal is
maximized with a complexity O(n * ¢ * logn). Since the matrices under our consideration
are very sparse, « is usually smaller than logn and n € ¢q. The MAXIMUM-VALUE-
REORDERING algorithm is also more efficient in terms of the time complexity than the
maximum product transversal [2, 10].

2.3 Nondecreasing degree algorithm

We denote by deg(v;) the degree of the node v;, which equals the number of nonzero
elements of the i-th row minus one, ie., deg(v;) = Nz(4;) — 1 = Nz(v;) — 1, where



Nz(A;) represents the number of nonzero elements in row % of a matrix A. The matrix A
is reordered by a symmetric permutation such that deg(v;) < deg(viy1),i=1,...,(n—1).
To be more precise, we reorder the nodes in a decreasing degree fashion; i.e., the nodes
with smaller degrees are listed first and those with larger degrees are listed last. The
purpose of the nondecreasing degree reordering strategy is to reduce the amount of fill-in
during the ILU factorization [16].

3 Experimental Results

We conducted numerical experiments to test our reordering strategies. Here we report
some interesting experimental results that we obtained from solving sparse matrices with
our reordering algorithms and preconditioners. The preconditioned iterative solver that
we employed was GMRES(20), with several ILU type preconditioners, such as ILU(0),
MILU(0), ILUT, and ILUTP [13]. For all linear systems, the right-hand side was generated
by assuming that the solution is a vector of all ones. The initial guess was a zero vector.
The iteration was terminated when the lyo-norm of the initial residual was reduced by
at least seven orders of magnitude, or when the number of iterations reached 500. The
computations were carried out in double precision arithmetics. The set of sparse matrices
that we used for our experiments are nonsymmetric matrices from the Harwell-Boeing
Sparse Matrix Test Collection [8] and from the sparse matrix collection at the University
of Florida [5]. A simple description of the matrices is given in Table 1.

Table 1: Description of the test matrices.

Name Description
mahindas Economic model of Victoria, Australia, 1880 data
shl 0 Simplex method basis matrix
shl_200 Simplex method basis matrix
sh1.400 Simplex method basis matrix

fpga_trans_01 | Circuit simulation matrices

fpga_trans_02 | Circuit simulation matrices

shermanACa | Matrices from Kai Shen, UCSB

shermanACd | Matrices from Kai Shen, UCSB

adder_dcop_15 | Circuit simulation matrices

egd Primarily chemical process simulation matrices

For simplicity, we define some notations as follows: nnz is the number of nonzero en-
tries in the original matrix, org is the original matrix, nnzD(org) is the number of nonzero
entries on the diagonal of the original matrix; SER is SINGLE-ELEMENT-REORDERING,
MVR is MAXIMUM-VALUE-REORDERING, and SMR is SER followed by the MVR algo-

rithm.

As we can see from Table 2, in most cases, our reordering strategies place more
nonzero entries on the diagonal than the original matrix has. The matrices shl 0, shl 200,
and shl 400 have 5, 6, and 3 nonzero diagonal entries in the original matrices, respectively.



Table 2: Comparison of nonzero entries on the diagonal.

Name n nnz | nmzD(org) | nnzD(SER) | nnzD(MVR) | nnzD(SMR)
mahindas 1258 7682 106 519 907 1152
shl 0 663 1687 5 406 352 663
shl 200 663 1726 6 360 366 645
shl 400 663 1712 3 353 371 641
fpga_trans_01 1220 7382 1154 1220 1158 1220
fpga_trans 02 | 1220 7382 1154 1220 1158 1220
shermanACa, 3432 | 25220 3432 3432 3408 3432
shermanACd 6136 | 53329 6136 6136 6110 6130
adder_dcop-15 | 1813 | 11246 1801 1813 1786 1797
egd 5860 | 46842 5806 5860 5806 5860

They have 406, 360, and 353 nonzero diagonal entries after the reordering strategy SER,
and 663, 645, and 641 nonzero diagonal entries after the combined reordering strategy
SMR, respectively. In the case of shl 0, all diagonal entries become nonzero after the
application of the reordering strategy SMR. We should point out, however, that a few
matrices lost several nonzero diagonal entries due to the application of the two reordering
strategies. For example, the number of nonzero diagonal entries of the sherman ACd matrix
is reduced from 6136 to 6130 after the application of the two reordering strategies. The
loss of nonzero diagonal entries may happen in the reordering strategy MVR. However,
such losses are seen as minor, compared to the number of total nonzero diagonal entries
in these matrices.

Table 3: Comparison of the number of preconditioned GMRES iterations.

Name T p | precond | org | ND | SER-ND | MVR-ND | SMR-ND
mahindas 10=3 | 15 | ILUTP 12(U) 12 12 11 6
ShI.0 ILU(0) 7 7 7 7 7
shl_0 1071 ] 5 | ILUT 3 -3 -1 -7 2
shl_200 107® [ 10 | ILUT -3 -3 -3 -1 31
sh1.400 103 | 10 | ILUT -3 -3 -3 -1 53
fpga_trans 01 TLU(0) R 105 7 105
fpga_trans_02 ILU(0) R 105 7 105
shermanACa 1073 5 | ILUT -3 -3 -3 -1 9
shermanACd 10°% | 15 | ILUT -3 -3 -3 -1 83
adder_dcop_15 ILU(0) ST-T 299 -7 -7
megd ILU(0) 7 7 7 7 7

Table 3 reports the number of preconditioned GMRES iterations with different re-
ordering strategies and different preconditioners. We performed SER, and SMR. followed
by a symmetric nondecreasing degree (ND) permutation (we use the following acronyms
SER-ND, and SMR-ND) to reduce the amount of fill-in in the preconditioner. The “r” and
“p” columns in Table 3 are the two dropping parameters used in the ILUT factorization
[13]. Moreover, the “precond” column specifies the particular preconditioners. The value

“1” indicates the failure of convergence within the maximum number (500) of allowed



iterations. The value “-3” represents a failure due to breakdown of the GMRES solver.
The value “-7” indicates that the preconditioner was not constructed due to zeros on the
main diagonal (zero pivot). The symbol “U” stands for a failure due to unstable precon-
ditioning results, which only happened with the original mahindas matrix. In this case,
the computed results are not reliable, although the preconditioned solver terminated in
12 iterations. Overall, the SMR algorithm seems to be the most robust one, which helped
the ILU preconditioners solve all but one matrices used in the experiments.

Table 4: Comparison of the number of nonzero entries in the preconditioners.

Name precond org ND SER-ND | SMR | SMR-ND
mahindas ILUTP 20234 9374 9087 | 25864 9520
shl 0 ILUT 3946 3647 2857 1898 1409
sh1_200 ILUT 5839 5707 5399 2568 1970
shl_400 ILUT 5885 5353 5120 2589 1967
shermanACa | ILUT 42094 | 43395 43395 | 29163 23277
shermanACd | ILUT 191446 | 165574 362596 | 231520 84770

In Table 4, we compare the number of nonzero entries in the preconditioners with
SER and SMR followed by the ND algorithm with the same dropping tolerance parameters
as listed in Table 3. Since ILU(0) uses the same sparsity pattern of the matrix A, its
number of nonzero entries is the same as that of A and is not listed in Table 4. We can
see that the nondecreasing degree strategy reduces the amount of fill-in entries during
the ILUT and ILUTP factorizations. It is interesting to note that the SMR-ND strategy
seems to have the minimum amount of nonzero entries, or close to the minimum amount
of nonzero entries, in many cases. This is especially true for the shl matrices and the
sherman matrices.

Table 5: Comparison of the preconditioner conditioning estimate parameter.

Name precond org ND SER-ND SMR SMR-ND
mahindas ILUTP | Unstable | 4.30(+3) | 1.61(+5) | 1.03(+6) | 5.54(+5)
sh1.0 ILU(0) N/A N/A N/A | 471(+3) | 4.51(+3)
Sh_0 ILUT Tnfinity | Infinity | Unstable | 5.44(+3) | 5.44(+3)
sh1_200 ILUT Tnfinity 1.00 | Unstable | 3.21(+13) | 9.73(+10)
sh1_400 ILUT Tnfinity | Infinity | Unstable | 3.65(+11) | 7.10(+14)
fpga_trans 01 | ILU(0) N/A NJA | 1.92(+1) | 4.89(+2) | 1.92(+1)
fpga_trans_02 | ILU(0) N/A N/A | 1.92(+1) | 5.28(+2) | 1.92(+1)
shermanACa | ILUT 2.87(+115) | Infinity Infinity | 2.07(+4) | 2.07(+4)
shermanACd | ILUT 2.83(+3) | 2.83(+3) | 2.83(+3) | 3.20(+19) | 4.67(+11)
adder_dcop_15 | ILU(0) N/A NJA | 5.00(+11) N/A N/A
megd ILU(0) N/A NJA | 1.97(+5) | 1.97(+5) | 1.97(+5)

Finally, we present some statistics information concerning the condition number esti-
mate of the preconditioners. Here we used the statistics parameter “condest”, as suggested
by Chow and Saad [4]. For the preconditioner constructed in the form of LU where L is
a lower triangular matrix and U is an upper triangular matrix, the condest parameter is



defined as ||(LU) 'e||c, where e is a vector of all ones. A very large value of condest,
e.g., on the order of 10'® for double precision arithmetics, indicates that the constructed
preconditioner is unstable. The condest parameter results are listed in Table 5, which
are concerned with the results listed in Table 3. Under “N/A”, we report that the pre-
conditioner was not defined, due to zeros on the diagonal (zero pivot). Also, “Infinity”
and “Unstable” represent the unstable triangular solvers. The statistics of the “condest”
shows that many matrices benefit greatly from the proposed SMR algorithm in this paper
to enhance the stability of the ILU factorization.

4 Conclusion

We have proposed hybrid reordering strategies for indefinite matrices in the ILU precon-
ditioning techniques. The strategies are combinations of the diagonal reorderings to con-
struct stable preconditioners and nondecreasing degree reordering to reduce the amount of
fill-in. The diagonal reorderings were used to increase the number of nonzero elements on
the diagonal and/or to maximize the absolute value on the diagonal entries. It should also
be mentioned that the strategies run efficiently in low computational time cost. For the
performance aspect, we showed various experimental results from the proposed reordering
strategies. The results demonstrated were quite promising and effective in helping con-
struct stable ILU type preconditioners for solving indefinite sparse matrices. In addition
to that, the convergence cost of the preconditioned Krylov subspace methods on solving
the reordered indefinite matrices was greatly decreased. However, at present, it is still
somewhat less clear that there would be a universal strategy that performs well in solving
many classes of general sparse matrices. Hence, in future work, we expect to develop more
effective algorithms for permuting general sparse matrices and compare them with the
maximum product transversal algorithm.
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